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General scope of the project
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Overall objective: Perform a joint analysis of Fermi-LAT and MAGIC dwarf spheroidal 
galaxy datasets (3D) using simulation-based inference.

Simulation-Based Inference for Fundamental Physics 

minimise optimisation objective DKL

simulation-based inference 
(SBI)

Key benefits:
• Efficient: Handles high-dimensional parameter spaces.  

                 Marginalisation over nuisance parameters.
• Robust: Intrinsic calibration of posteriors. 

The rigorous way forward: Physical constraints, theoretical predictions and observational 
uncertainties, with simulation-based inference!

fast simulations 
& theoretical priors

theory predictions & uncertainties  
or signal and background  

+ 
instrument effects

12Christopher Eckner, ceckner@iac.es
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Bayesian posteriors

[Eckner, Anau Montel, List et al.; PRD 112 (2025) 10, 103022]  
[Berteaud, Eckner, Calore et al.; ApJ 974 (2024) 1, 144] 

normalising flows qΦ

Key benefits:
• Efficient: Handles high-dimensional parameter spaces. Marginalisation over nuisance parameters.
• Robust: Intrinsic calibration of posteriors. 
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Overall objective: Perform a joint analysis of Fermi-LAT and MAGIC dwarf spheroidal 
galaxy datasets (3D) using simulation-based inference.

ingredients

Fermi-LAT simulator and SBI  
analysis framework adapted to  

dwarf spheroidal galaxies 

dynamical modelling of the dark matter  
content of selected dwarf spheroidal galaxies: 

 Jeans analysis → prior of simulator

IACT simulator including  
instrument response and a  

generative  
cosmic-ray background model
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Overall objective: Perform a joint analysis of Fermi-LAT and MAGIC dwarf spheroidal 
galaxy datasets (3D) using simulation-based inference.

Fermi-LAT simulator and SBI  
analysis framework adapted to  

dwarf spheroidal galaxies 
[Eckner, Anau Montel, List et al.; PRD 112 (2025) 10, 103022]11
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FIG. 3. Schematic overview of the Bayesian hierarchical model implemented in our gamma-ray simulator. The definitions for
all symbols are provided in Tab. I. Boldface symbols refer to quantities at the sky-map level. The technical details of the steps
visualized in the upper part of the sketch resulting in the point-source map c are outlined in Sec. III B while the simulation of
the background map b in the lower part of the figure is described in Sec. III C. Information about exposure maps and LAT PSF
handling are given in Sec. III A. Diamond-shaped nodes represent deterministic quantities, circular nodes represent stochastic
quantities, and nodes with dashed lines (the Gaussian Random Field component) denote components excluded (in Sec. V B)
or included (in Sec. V C 1) explicitly in our analysis.

or for analytically performing parts of the marginal inte-903

grals. By operating entirely with simulated samples, SBI904

enables the inclusion of complex physical processes and905

Bayesian reasoning elements that defy simple probabilis-906

tic descriptions. This flexibility allows for data-driven907

priors and nuisance spaces of arbitrary dimensionality908

and distribution, such as the GRF distortions we use in909

the background emission forward model (see Sec. III C).910

An important advantage of SBI over traditional tech-911

niques in the context of photon-count maps concerns the912

treatment of the PSF: since counts are leaked across pixel913

boundaries, the probability to observe a given number of914

counts in a pixel is not independent of the counts in the915

neighboring pixels. Likelihood-based approaches such as916

1p-PDF [11] and NPTF [40] account for the smearing of917

counts in an integrated way following the approach pro-918

posed in [14, Sec. 2.2] (see also [57] for an improved treat-919

ment). Still, an exact analytical description of the PSF920

would need to take into account all possible ways in which921

counts from a single pixel can be scattered to any other922

one, which is a combinatorial problem that is computa-923

tionally intractable. Hence, these approaches typically924

model the likelihood as a product over the pixels once925

the pixel-wise PSF corrections have been included. In926

SBI, in contrast, likelihood information is extracted by927

a neural network, which can freely learn the inter-pixel928

correlations imprinted by the PSF.929

Another di↵erence between traditional likelihood-930

based methods and SBI in the context of gamma-ray931

analyses is the bias resulting from mis-modeling which,932

to some degree, is expected for any analysis of the sky.933

For approaches based on a pixel-wise likelihood, a mis-934
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Overall objective: Perform a joint analysis of Fermi-LAT and MAGIC dwarf spheroidal 
galaxy datasets (3D) using simulation-based inference.

dynamical modelling of the dark matter  
content of selected dwarf spheroidal galaxies: 

 Jeans analysis → prior of simulator

14 K. Abe et al.

Figure 7. 2D distributions of the astrophysical factors of the selected dSphs obtained with CLUMPY for an Einasto profile. The CTAO PSF (white circle) is
indicated in the first panel.

3 ANALYSIS METHODOLOGY

In order to predict the significance of the W-ray emission for CTAO
pointing at the selected dSphs, we follow methodologies that are com-
monly adopted in the literature (see e.g. Ackermann et al. 2015b).
We make use of the open source code gammapy v1.2 (Acero et al.
2024; Donath et al. 2023), which is the official CTAO analysis code
and is publicly available together with the up-to-date instrument re-
sponse functions (IRFs) (CTAO Consortium 2021a). For this work,
we use the prod5-v0.1 release. IRFs encompass the energy reso-
lution 5⇢ (⇢

0
|⇢ , %), the angular resolution 5% (%

0
|⇢ , %), the effec-

tive area �eff (⇢ , %) and the estimated residual background rate. In
these definitions, (⇢ , ⇢ 0

) stand for true and reconstructed energy, and
(%, %

0
) for the true and reconstructed direction. At the moment, all

these functions and parameters are estimated via Monte Carlo (MC)
simulations of the CTAO detectors, before the actual instruments
are built. We also present a cross-check of our results made with
the public codes ctools (Knödlseder et al. 2016) and Swordfish
(Edwards & Weniger 2017; Edwards & Weniger 2018), obtaining
compatible results (see Sect. B). The results obtained in this paper
are reproducible from the Online Material (CTAO Consortium 2025).

Our analysis defines a signal model following Eq. 2, assuming
hfEi or g as parameter of interest for annihilating or decaying
DM models and log-normal uncertainty distributions associated to
the astrophysical factors computed with CLUMPY. The background
model is estimated in energy and radial bins assuming the appro-
priate CTAO IRFs. We compute the excess counts over 104 real-
ization of the signal and background models. In all cases, we find
that the event excess is not significant over the background; there-
fore, we compute ULs at 95% CL on hfEi or 95% CL lower limits
(LLs) on g using the profiles of the likelihood ratio Eq. 9 and the
Wilks theorem for the definition of coverage. All pipelines can be
found in the Online Material CTAO Consortium (2025). In the re-

mainder of the section, we go into more details on the specificity
on the analysis, while the results are reported in the next section.

3.1 Signal spectra and morphology

In order to compute the sensitivity we need to input a spectral
and spatial model for the signal. We therefore integrate the DM
density profiles of Fig. 3 over increasing radial/angular distances
up to the tidal radius defined by Eq. A3. The integration is done
with CLUMPY utilities, but it can also be done independently. In
Fig. 4 we report the annihilating DM profiles and in Fig. 5 the de-
caying DM profiles14. In each figure, we report the median value
and the 68% containment region. We also report a benchmark
value for the angular resolution of CTAO for graphical comparison.

From Fig. 4, Fig. 5 and Fig. 7 one can see that some dSphs, es-
pecially the classical, and namely dSphs DraI, Scl, UMi and partly
Wil1 have a better defined astrophysical factor, whereas CBe, RetII,
SgrII and UMaII show larger uncertainties that also depend on the
integration angle. When comparing with the CTAO angular resolu-
tion, there is in addition a wide spread in the halo extension, with
none of the sources appearing as point-like. In Tab. 4, we investigate
the fraction of signal encompassed at different integration angle. The
fact that the targets are extended has implications on the sensitivity:
larger regions of interest (RoIs), where the signal is searched, imply
larger contribution from the irreducible background. Given the fact
that the signal intensity is not flat but decreasing toward larger dis-
tance from the center (see Fig. 4 and Fig. 5), it is likely that the outer
rims of the targets will not contribute to the signal as much as the
inner parts. In ON/OFF searches, where the background is estimated

14 The tables of the astrophysical factor profiles integrated over larger aper-
tures, together with their uncertainties, can be found in the Online Mate-
rial (CTAO Consortium 2025).

MNRAS 000, 1–40 (2025)

[critical expertise at the IAC]

[The CTAO Consortium, MNRAS 544 (2025) 3]
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Figure 11. Illustration of the reflected regions background, for two different observation positions
(shown as black stars). The positions of the selected OFF regions are shown as filled circles. The
excluded regions, which have non-empty overlap with excluded regions (displayed in grey) are
shown as dashed circles.

Besides its technical simplicity, the main advantage of the reflected background resides
in the fact that, with all regions being located at the same distance from the pointing
direction, no radial dependence of the acceptance has to be taken into account. Only
gradients caused by the variation of the zenith angle across the field of view need to be
accounted for in the a normalisation factor. Moreover, with the acceptance being essentially
the same in all regions (with identical energy dependence), the reflected background is
very well suited to the determination of the energy spectrum of the source.

In contrast, since the background regions differ for every test position, and are different
for each run, the determination of sky maps using this technique appears non-trivial (The
author is not aware of any implementation of the reflected background algorithm suitable to
the production of sky maps). Note that there is one case in which the reflected background
cannot be used: when the ROI overlaps with the pointing direction, no OFF regions can be
found with this algorithm. This imposes the need for the careful planning of observations.

2.4.4. On-Off Background
The On-Off background is somewhat similar in spirit to the reflected background. It

also uses g-like events in the field of view, but instead of taking the control (OFF) regions
from different positions in the same run, it uses pairs of runs with the same observing
conditions. This was one of the first methods used in the field [5], as it is particularly
robust to systematics. Observations were paired in right ascension, such that the telescope
trajectory on the sky was completely identical in both runs, thus cancelling the effect of the
varying zenith angle.

The On-Off background also allows the energy spectra to be derived, and is suitable
for very extended sources, but presents two main disadvantages: first, the amount of data
needed is at least doubled, since for every ON run, a paired OFF run is needed. Using a
single OFF run for each ON run gives a = 1 in Equation (1), and means that the fluctuations
in the background are dominant in the calculation of the significance. To limit the effect
of the fluctuations in the background, one might need 5–10 OFF runs per ON run, which
further increases the amount of data, and leads to very poor efficiency. Second, it requires
the OFF run to be clear of g rays. With the large increase of known g-ray sources in recent
decades, this becomes tricky, if not impossible, in crowded regions such as the galactic
plane. Nowadays, the On-Off background is barely used anymore. It is still used in very
specific projects concerning very extended sources (covering most of the field of view),
for which other methods fail, e.g., [19]. OFF runs are no longer taken from dedicated
observations, but from archival observations of extragalactic fields taken under similar
conditions that are empty of g-ray sources. This method, where archival data are used
instead of paired observation, is also called matched run background.
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2.4.5. Ring Background
The ring background [15] also only uses g-like events, but from a different part of the

phase space. The overall idea is to compute the expected number of background events in
the ROI using a ring around its position (see Figure 12). The radius and thickness of the
ring have a direct influence on the normalisation ratio a, and thus on the final statistics.
In general, the size (area) of the ring should be set to a value that is large compared to
the size of the ROI (to limit the statistical fluctuations in the OFF regions), but should not
exceed a significant fraction of the size of the field of view, to avoid introducing additional
systematics.

ROI

a) b) c) d)

Figure 12. Principle of Ring- and Adaptative Ring Backgrounds. From left to right: (a) ring background in camera frame,
(b) ring background in astronomical frame, (c) ring background in astronomical frame with excluded regions (d) adaptative
ring background.

Two different versions of the ring background currently exist, corresponding to differ-
ent use cases:

• The ring can be constructed around the pointing direction in the camera frame
(Figure 12a), and then differ from run to run. This algorithm is then very similar
to that of the reflected regions, and shares the same general properties (spectral
reconstruction capabilities, . . . )

• The ring can be constructed around the ROI in the astronomical frame (equatorial,
galactic, . . . , Figure 12b–d), and then uses the stacked data set, instead of individual
runs to generate sky maps. The determination of the energy spectrum of the source is,
however, very challenging in this version, because the ring around the ROI encom-
passes many different runs, corresponding to different observational conditions which
need different response functions. The ring background can, however, be performed
in energy slices (thus requiring the acceptance to also be determined in energy slices).

By averaging the background over a large region around the ROI, the ring background
is rather robust against localised background systematics in the OFF region caused, in
particular, by small-scale variations of the NSB (bright stars, . . . ). It also permits large
values of a in Equation (1), thus reducing the effect of the background fluctuations and
improving the statistical power of the analysis. The drawback is that it tends to remove
any large structure of g-ray emission, such as the large-scale galactic diffuse emission.

2.4.6. Adaptative Ring Background
In very crowded regions, such as the Galactic plane, the presence of (very) extended

sources can make large fractions of the ring unusable, as shown in Figure 12d. The
normalisation ratio a then takes very different values depending on the position of the ROI,
leading to inhomogeneous performances. In some cases, the full ring would be excluded,
leading to holes in the significance map. For that reason, the concept of adaptative ring
background was introduced in [18]: for a given test position, the size of the ring is increased
progressively until the acceptance integrated within the ring (and outside excluded regions)
reaches at least four times the acceptance integrated in the ROI.

As you all know, in IACT analyses we may use a variety of established methods to 
model/estimate the cosmic-ray background in the ROI:

reflected regions ring background

[M. de Naurois; Universe 2021, 7, 421]

• Need a signal-free control region at some matched offset
• Yield a number but not a map → mostly 1D analysis 
• Fail when the source fills the FoV
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Figure 11. Illustration of the reflected regions background, for two different observation positions
(shown as black stars). The positions of the selected OFF regions are shown as filled circles. The
excluded regions, which have non-empty overlap with excluded regions (displayed in grey) are
shown as dashed circles.

Besides its technical simplicity, the main advantage of the reflected background resides
in the fact that, with all regions being located at the same distance from the pointing
direction, no radial dependence of the acceptance has to be taken into account. Only
gradients caused by the variation of the zenith angle across the field of view need to be
accounted for in the a normalisation factor. Moreover, with the acceptance being essentially
the same in all regions (with identical energy dependence), the reflected background is
very well suited to the determination of the energy spectrum of the source.

In contrast, since the background regions differ for every test position, and are different
for each run, the determination of sky maps using this technique appears non-trivial (The
author is not aware of any implementation of the reflected background algorithm suitable to
the production of sky maps). Note that there is one case in which the reflected background
cannot be used: when the ROI overlaps with the pointing direction, no OFF regions can be
found with this algorithm. This imposes the need for the careful planning of observations.

2.4.4. On-Off Background
The On-Off background is somewhat similar in spirit to the reflected background. It

also uses g-like events in the field of view, but instead of taking the control (OFF) regions
from different positions in the same run, it uses pairs of runs with the same observing
conditions. This was one of the first methods used in the field [5], as it is particularly
robust to systematics. Observations were paired in right ascension, such that the telescope
trajectory on the sky was completely identical in both runs, thus cancelling the effect of the
varying zenith angle.

The On-Off background also allows the energy spectra to be derived, and is suitable
for very extended sources, but presents two main disadvantages: first, the amount of data
needed is at least doubled, since for every ON run, a paired OFF run is needed. Using a
single OFF run for each ON run gives a = 1 in Equation (1), and means that the fluctuations
in the background are dominant in the calculation of the significance. To limit the effect
of the fluctuations in the background, one might need 5–10 OFF runs per ON run, which
further increases the amount of data, and leads to very poor efficiency. Second, it requires
the OFF run to be clear of g rays. With the large increase of known g-ray sources in recent
decades, this becomes tricky, if not impossible, in crowded regions such as the galactic
plane. Nowadays, the On-Off background is barely used anymore. It is still used in very
specific projects concerning very extended sources (covering most of the field of view),
for which other methods fail, e.g., [19]. OFF runs are no longer taken from dedicated
observations, but from archival observations of extragalactic fields taken under similar
conditions that are empty of g-ray sources. This method, where archival data are used
instead of paired observation, is also called matched run background.
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2.4.5. Ring Background
The ring background [15] also only uses g-like events, but from a different part of the

phase space. The overall idea is to compute the expected number of background events in
the ROI using a ring around its position (see Figure 12). The radius and thickness of the
ring have a direct influence on the normalisation ratio a, and thus on the final statistics.
In general, the size (area) of the ring should be set to a value that is large compared to
the size of the ROI (to limit the statistical fluctuations in the OFF regions), but should not
exceed a significant fraction of the size of the field of view, to avoid introducing additional
systematics.

ROI

a) b) c) d)

Figure 12. Principle of Ring- and Adaptative Ring Backgrounds. From left to right: (a) ring background in camera frame,
(b) ring background in astronomical frame, (c) ring background in astronomical frame with excluded regions (d) adaptative
ring background.

Two different versions of the ring background currently exist, corresponding to differ-
ent use cases:

• The ring can be constructed around the pointing direction in the camera frame
(Figure 12a), and then differ from run to run. This algorithm is then very similar
to that of the reflected regions, and shares the same general properties (spectral
reconstruction capabilities, . . . )

• The ring can be constructed around the ROI in the astronomical frame (equatorial,
galactic, . . . , Figure 12b–d), and then uses the stacked data set, instead of individual
runs to generate sky maps. The determination of the energy spectrum of the source is,
however, very challenging in this version, because the ring around the ROI encom-
passes many different runs, corresponding to different observational conditions which
need different response functions. The ring background can, however, be performed
in energy slices (thus requiring the acceptance to also be determined in energy slices).

By averaging the background over a large region around the ROI, the ring background
is rather robust against localised background systematics in the OFF region caused, in
particular, by small-scale variations of the NSB (bright stars, . . . ). It also permits large
values of a in Equation (1), thus reducing the effect of the background fluctuations and
improving the statistical power of the analysis. The drawback is that it tends to remove
any large structure of g-ray emission, such as the large-scale galactic diffuse emission.

2.4.6. Adaptative Ring Background
In very crowded regions, such as the Galactic plane, the presence of (very) extended

sources can make large fractions of the ring unusable, as shown in Figure 12d. The
normalisation ratio a then takes very different values depending on the position of the ROI,
leading to inhomogeneous performances. In some cases, the full ring would be excluded,
leading to holes in the significance map. For that reason, the concept of adaptative ring
background was introduced in [18]: for a given test position, the size of the ring is increased
progressively until the acceptance integrated within the ring (and outside excluded regions)
reaches at least four times the acceptance integrated in the ROI.

As you all know, in IACT analyses we may use a variety of established methods to 
model/estimate the cosmic-ray background in the ROI:

reflected regions ring background

[M. de Naurois; Universe 2021, 7, 421]

template-based methods

[credit: gammapy tutorials]

• Needs a background model  
  over the whole FoV (and full 
   enclosure IRFs for 3D  
   analyses)
• DL3 carries no uncertainty  
   on that model
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As you all know, in IACT analyses we may use a variety of established methods to 
model/estimate the cosmic-ray background in the ROI:

refl ring background

[M. de Naurois; Universe 2021, 7, 421]

template-based methods

[credit: gammapy tutorials]

• Needs a background model  
  over the whole FoV (and full 
   enclosure IRFs for 3D  
   analyses)
• DL3 carries no uncertainty  
   on that model

A machine-learning-driven different approach: 
 
A background model evaluable anywhere in the camera frame and energy, 
conditioned on the observing conditions, with a calibrated uncertainty a source 
fit/analysis can propagate.
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HESS DL3 DR1, H.E.S.S. collaboration

Public H.E.S.S. DR1: 105 runs, only 20 hours of blank sky

dataset runs live [h] zenith [◦] muon eff. Esafe [TeV] dates role

Off data 45 19.23 2.5–52.7 0.853–1.189 0.25–1.32 04/2004–11/2005 training
PKS2155−304 flare 15 6.58 7.2–50.4 1.010–1.030 0.25–1.07 07/2006 10 train, 5 held out
PKS2155−304 steady 6 2.61 22.8–36.8 0.969–0.990 0.38–0.62 08/2008 phase 1c: refused
Crab 4 1.75 45.4–48.6 0.907–0.920 0.66–0.87 12/2004 SBI chain
MSH15−52 20 8.33 36.1–40.2 1.145–1.221 0.38–0.41 03–04/2004 SBI chain
RX J1713.7−3946 15 6.29 16.7–26.3 1.139–1.195 0.20–0.25 04–05/2004 closure test

• Off runs: 20.69 h on-time, 383 330 events, Hillas standard cuts, 4 telescopes
• No background IRF and no per-run atmospheric record

3/30

The prototype for understanding if it works will use the public H.E.S.S. dataset (because 
it contains dark patches; 4 telescopes + standard Hillas cuts):

HESS DL3 DR1, H.E.S.S. collaboration

DR1 spans zenith well, throughput and epochs only patchily
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The Crab sits where training runs are sparse; MSH 15−52 above most of them in
throughput; phase-1c runs are refused, not mapped.

4/30

Nothing about 
atmospheric 
conditions at 
observation time.
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Model definition and training
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In the field-of-view frame, the cosmic-ray background is nothing but an inhomogeneous 
Poisson point process with position and energy-dependent intensity . 
→ However, everything needs to be conditioned on the observation properties.

λ

λ(u |c) = ρ(c) × p(u |c)

• 3D info  

•  observation conditions  

•  one total rate per run  

•  normalised acceptance shape

u = (x, y, log10 Ereco) →

c :

ρ :

p :

Observation conditions for H.E.S.S. dataset: 
, muon efficiency : related to camera throughput; zenith 

angle : impacts threshold and rate via traversed atmospheric column; azimuth : its angle to the 
shower broadens images due to the geomagnetic field

c = (cos θzen, sin φaz, cos φaz, εopt) εopt
θzen φaz
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The acceptance shape  will be modelled via a normalising flow and conditioned on the 
observation conditions. The rate  is its own feed-forward network. 
→ Density distribution answering the question what is the probability to observe an  
     event with this energy in this field-of-view position under these conditions?

p
ρ

Visualising the Flow: Density at Each Stage
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Observation: Each transformation reshapes the density. The Jacobian corrections ensureR
p(⇥k) d⇥k = 1 at every stage.

C. Eckner (ceckner@iac.es) SBI – Lecture I 38 / 65

What is a normalising flow?
A neural network architecture that transforms a simple base distribution into a complex one via a chain 
of invertible, differentiable maps. Given  (e.g. standard normal), define:Θ0 ∼ p(Θ0)

x = ΘK = fK ∘ ⋯ ∘ f1(Θ0)

log p(x) = log p(Θ0) −
K

∑
k=1

log det Jfk(Θk−1)
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What do we want the generative model to do? 
→ The Poisson mean  at any infinitesimal volume  in the FoV coincides with the observed  
     Poisson scattered events in this volume element. 

μ δ

μ = ∫δ
λ(u |c) du ln L = ln μk −

Nk

∑
i

ln[ρ(ck)p(ui |ck)]
per run  
 
with  events:

k

Nk

minimise

Implementation of systematic uncertainty via calibration:
→ Allow for additional scatter of the of the trained intensity  to accommodate systematics. 
→ This it what makes it a probabilistic generative model!

λBackup: the five modes at their calibrated amplitudes
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+1σ draw of each mode alone. Normalisation: +16.4% everywhere (15.18% in log rate). R0 = 1◦, ℓ̄ = 0, σℓ = 0.5
(log10 TeV).

λz = λ exp(B(u) ⋅ zk), zk ∼ 𝒩(0,Σk),

B = [ 1, r
R0

−1, x
R0

, y
R0

, E − Ē
σE

]

Estimate the residual scatter from runs  
that were not part of the training dataset!
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Training pool: 
45 dark patches + 10 runs for PKS 
2105-344 in flaring mode  
→ PKS masked at  in camera  
     FoV; position followed over time

0.5∘

Calibration pool: 
5 runs for PKS 2105-344 in flaring 
mode  
→ PKS masked at  in camera  
     FoV; position followed over time

0.5∘

HESS DL3 DR1, H.E.S.S. collaboration

Backup: one ensemble member on its 11 held-out off runs
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= +1.7± 3.3% (whole-run bootstrap, 0.5–20 TeV, exact thresholds).
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Repeat-0/fold-0 member alone: µ = +0.02± 0.13, σ = 1.02± 0.15, obs/pred − 1
= +1.7± 3.3% (whole-run bootstrap, 0.5–20 TeV, exact thresholds).

Σ from held-out runs: 15% rate scatter per observation

1. Project each run’s residual onto the five
modes

2. Their scatter across runs = Σ + Poisson
noise

3. The Fisher matrix gives the Poisson part:
subtract it

Why held-out: on its training runs a model’s
residuals are partly fitted away; here every
residual comes from models that never saw
the run.

mode 1σ

normalisation 15.18%
95%: 11.96–17.95%

radial 3.13%
x / y gradient 1.48 / 1.38%
spectral tilt 3.82%
55 runs; interval: whole-run bootstrap

15% means
Given its conditions, a run’s rate is
still uncertain by ∼15% — redrawn
per run in the simulator.

10/30

Calibration: ⇒
Given its conditions, a run's 
rate is still uncertain by 

and redrawn per run in the 
simulator.

∼ 15 %

background 
residuals on stacked 

calibration runs

The generative model performs as it should.
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Application to source cases: 
Crab Nebula and MSH 15-52
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The case of the Crab Nebula in the H.E.S.S. data
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HESS DL3 DR1, H.E.S.S. collaboration

The Crab field: four runs at 45–49◦ zenith

run zen. [◦] εopt Esafe offset

23523 48.6 0.907 0.87 0.5◦
23526 45.8 0.914 0.71 0.5◦
23559 45.4 0.920 0.66 1.5◦
23592 48.4 0.912 0.87 1.5◦

4–8 Dec 2004, 1.75 h live; Esafe in TeV

• Not in the training pool
• Mask 0.40◦ (worst-PSF need: 0.35◦)
• Common band ≥ 0.871 TeV
• Inside the condition range — but
only 15% of training runs at or
above its zenith

• Too few runs to train on the field

13/30

HESS DL3 DR1, H.E.S.S. collaboration

With the Crab masked, the field is 13% above prediction

°2 °1 0 1 2

camera x [deg]

°2

°1

0

1

2

ca
m

er
a

y
[d

eg
]

°4

°2

0

2

4

L
i
&

M
a

si
gn

ifi
ca

nc
e

°6 °4 °2 0 2 4 6

Li & Ma significance

0.0

0.1

0.2

0.3

0.4

de
ns

it
y

N (0.23, 1.06)

N (0, 1)

obs/pred − 1 = +13.08± 1.90%
4 runs, ≥ 0.871 TeV, whole-run bootstrap; circles: 0.40◦ masks. All four runs lie above the

prediction. ⇒ the source fit needs a free background norm.
14/30

— Not in the training pool
— Mask 0.4° (worst-PSF need: 0.35°)
— Common energy band for > 0.871 TeV
— Inside the condition range but only 15% of training  
     runs at or above its zenith  
     → too few runs to train on the field

Background residuals on stacked Crab runs:

The total rate in all four runs lies above the prediction: We need a free floating background norm 
in the analysis, i.e.,  with the available data is not sufficient for total rate prediction.ρ(c)
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The approach needs first a physics simulator (generative CR model + gammapy simulation of 
Crab from spectral and spatial model) with parameter priors:The simulator folds the source through the real IRFs

Uniform priors
log10 N0 ∈ [−12.5,−8.5]
Γ ∈ [1, 4]
log10 bkg norm ∈
[−0.25, 0.25]
N0: cm−2s−1TeV−1 at
1.45 TeV

Source: point, power law,
folded through exposure,
PSF and energy dispersion

Background: flow pre-
diction × eB·zk per run
× 10θbkg

Poisson cube
4◦ × 4◦, 0.04◦
0.871–20 TeV

Neural posterior estimation
Train a conditional density q(θ | x) on 10 000 simulated pairs; applied to the
observed cube it returns the posterior, with z and Poisson noise marginalised
because they vary across the training set.
CNN with a fixed PSF-shaped first layer→ 64-d summary→ spline flow; 100 epochs, minimum-validation

checkpoint. 15/30

The inverse problem/parameter inference comes via a trainable normalising flow representing 
the posteriors: neural posterior estimation.

Train a conditional density  on 10,000 simulated pairs; applied to the observed cube it returns 
the posterior, with  and Poisson noise marginalised because they vary across the training set.

q(θ | x)
zk

for the experts: also requires an embedding network that generates a summary 
statistic from the input cubes; here a CNN is sufficient.
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HESS DL3 DR1, H.E.S.S. collaboration · data released for technical work, Hillas standard cuts · method demonstrations, not new measurements of the Crab, MSH 15−52 or
RX J1713.7−3946

The posterior sees the background 17% above prediction
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Results in terms of Bayesian posteriors:

HESS DL3 DR1, H.E.S.S. collaboration · data released for technical work, Hillas standard cuts · method demonstrations, not new measurements of the Crab, MSH 15−52 or
RX J1713.7−3946
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gammapy

The retrieved posterior encompasses previous literature results and the standard gammapy fit 
(using the IRF background model). The CR background normalisation is exactly at the level the 
generative model failed to predict.

6 Chapter 2. Dataset

2.2 Crab nebula
The Crab nebula was the first VHE gamma-ray source detected and is one of the brightest in the
VHE sky. Gamma-ray emission has been detected from the pulsar (dominating at GeV energies)
and pulsar wind nebula (dominating at TeV energies). Variability was detected at GeV energies
[17]. Recently, the extension of the TeV nebula was measured [7].

This data release contains 1.9 hours of observation (4 runs) of the Crab nebula. The observations
were taken in 2004 and are a very small subset of the data used in the 2006 H.E.S.S. paper on the
Crab nebula [1]. Two of the runs are taken with the telescope pointing with an offset of 0.5 deg
from the source position, two runs with an offset of 1.5 deg. The data set is illustrated in Figure 2.2.
It contains ⇠ 1000 gamma rays, with a significant signal from energy threshold at ⇠ 600 GeV up
to ⇠ 10 TeV. The energy threshold for this source is high because the observations were taken at a
high zenith angle (45-48 deg).

The Crab nebula was chosen for this data release because it is possibly the most well-known
and studied gamma-ray source. There is no variability in this data set and the small size of the
dataset and the low precision of the IRFs do not allow for a precision measurement as recently done
for the extension in [7].

Figure 2.2: Crab nebula counts image (left) and counts spectrum (right) for a circular on region
(total in red, background estimate using ring method in blue).
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There are ways to validate the calibration of the obtained posteriors via SBI-specific 
methods (on simulations !): simulation-based calibration and coverage tests.

HESS DL3 DR1, H.E.S.S. collaboration · data released for technical work, Hillas standard cuts · method demonstrations, not new measurements of the Crab, MSH 15−52 or
RX J1713.7−3946

Every synthetic check passes, including SBC
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Simulation-based calibration
Simulate from the prior and rank each true θ

among its posterior samples. A calibrated
posterior makes the ranks uniform; slopes or
humps mean bias or over-/under-confidence.

• contraction 80–98%, no railing

• SBC (300 sims) KS p = 0.149–0.999

• joint HPD: 0.565σ (gate 2σ)

• predictive p = 0.859, sd/obs 0.101

17/30

A calibrated posterior does not imply the absence of a reality gap between the simulator 
and the real data!

Basic idea: Prepare a large number of calibration simulations with parameters and datasets disjoint 
from the training sample. For each, get the posterior and draw a sufficiently large number of samples. 
Check that the desired statistical properties hold.
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More interesting object as it is extended and offers many more runs in the H.E.S.S. 
public dataset.

8 Chapter 2. Dataset

2.4 MSH 15�52
The supernova remnant MSH 15�52 is a complex object with an unusual morphology. It contains
the pulsar PSR B1509�58 and an extended, asymmetric pulsar wind nebula that has been observed
at X-ray energies by ROSAT, as well as more recently at high angular resolution by Chandra. At
TeV energies, H.E.S.S. has also observed a small, but clearly extended and elongated source [11,
12]. The TeV emission is thought to come from the pulsar wind nebula, rather than from the pulsar
or the supernova remnant.

This data release contains 9.1 hours of observation (20 runs) of MSH 15�52 from 2004, a
small subset of the data from the first H.E.S.S. publication on this source [11]. All observations
were taken at an offset of 0.5 deg, at a zenith angle of 35-40 deg. The data set (see Figure 2.5)
contains ⇠ 1500 gamma rays, with a significant signal from energy threshold at ⇠ 400 GeV up to
⇠ 10 TeV.

The motivation to include this source in the data release was to have a small extended source
that allows morphology studies, i.e. measuring the source position, extension and elongation.
There are other TeV sources in the field of view (HESS J1503-582, HESS J1457-593 and HESS
J1458-608), but they are at an offset of more than one degree and fainter than MSH 15�52, so
obtaining good results for MSH 15�52 is possible without modeling those other sources.

Figure 2.5: MSH 15�52 counts image (left) and counts spectrum (right) for a circular on region
(total in red, background estimate using ring method in blue).

Signal model: 
power law and elliptical disc with variable centre; 
parameters priors:  
RA , Dec ;  
extension along main axis: ;  
eccentricity and orientation angle:  on the disc 

,  
spectral index: ;  
normalisation: 

[228.35,228.75]∘ [−59.35, − 58.99]∘

a ∈ [0.08,0.35]∘

(e1, e2)
|e | ≤ 0.95

α ∈ [1.5,3.5]
log10 Ψ0 ∈ [−13, − 10]

Side note: the typical disc parameters  and  are bad parameterisations for a normalising flow. Writing the shape 
as ,  instead of  removes these pathologies.

e ϕ
e1 = e cos 2ϕ e2 = e sin 2ϕ (e, ϕ)

background model: 
generative CR background model also trained on the MSH runs by masking the source at 0.5° 
(retaining some for calibration) and free-floating norm. 

embedding network and training: 
20,000 samples with finer CNN to encode the 3D cubes
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Full joint posterior results. 
Red: [L. Mohrmann et al. (2019), A&A 632, A72]

The machinery works and recovers the literature results. 
→ background norm: 1.005 [0.969, 1.040] (perfect match  
     because the ROI was part of the training data). 
→ Typically larger uncertainties due to included systematics of 
     CR background (and not being a likelihood fit).

HESS DL3 DR1, H.E.S.S. collaboration · data released for technical work, Hillas standard cuts · method demonstrations, not new measurements of the Crab, MSH 15−52 or
RX J1713.7−3946

Backup: MSH 15−52 calibration of the converged network

0.0 0.2 0.4 0.6 0.8 1.0

rank of the true value

°0.2

°0.1

0.0

0.1

0.2

E
C

D
F

°
un

ifo
rm

95 % KS band

RA (p = 0.47)

Dec (p = 0.33)

a (p = 0.03)

e1 (p = 0.14)

e2 (p = 0.02)

Æ (p = 0.02)

™0 (p = 0.47)

bkg (p = 0.00)

0 1 2 3

nominal joint HPD level [æ]

0.0

0.5

1.0

1.5

2.0

2.5

3.0

3.5

em
pi

ri
ca

l
co

ve
ra

ge
[æ

]

JeÆreys 1æ

empirical

calibrated

• SBC on 1000 simulations never used in training: KS p < 0.05 for a, e2, α and the
background norm (0.0003); central 95% intervals cover 90% (bkg norm) to 94%

• 300 fresh simulations give the same picture (e2: p = 0.0009); joint HPD within 0.565σ
• Posterior predictive total counts: p = 0.94, sd/obs = 0.055

Slightly overconfident results but 
repairable by selecting best 
calibrated training epoch.
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What are my take-home messages? 

1. It is possible to “learn” the cosmic-ray background of a 
ground-based gamma-ray telescope including an estimate 
of the systematic uncertainties. 

2. The H.E.S.S. public data is not sufficient to show that this 
method can also learn to predict the total rate of the 
background per observation. 

3. A Bayesian analysis of the Crab and MSH employing 
simulation-based inference reproduces literature results 
with systematics-inflated uncertainties.

HESS DL3 DR1, H.E.S.S. collaboration

Backup: one ensemble member on its 11 held-out off runs
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Repeat-0/fold-0 member alone: µ = +0.02± 0.13, σ = 1.02± 0.15, obs/pred − 1
= +1.7± 3.3% (whole-run bootstrap, 0.5–20 TeV, exact thresholds).
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Backup: one ensemble member on its 11 held-out off runs
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Repeat-0/fold-0 member alone: µ = +0.02± 0.13, σ = 1.02± 0.15, obs/pred − 1
= +1.7± 3.3% (whole-run bootstrap, 0.5–20 TeV, exact thresholds).What does this mean for our intended MAGIC dwarf spheroidal analysis? 

→ All good, MAGIC has dark patch observations and Miguel produced the first DL3 
datasets.

Interesting question: Does adding atmospheric conditions (LIDAR measurements) per 
run help to predict the total background rate?

mailto:ceckner@iac.es


Backup slides

Christopher Eckner, ceckner@iac.es 2424th September 2026

mailto:ceckner@iac.es


Gamma-ray excess in dwarf spheroidals by the LAT

Christopher Eckner, ceckner@iac.es 2524th September 2026

15

Figure A.1. Maximum TS profiles for the individual dSphs as a function of M� across all cross section values, for the bb̄ (left)
and the ⌧+⌧� (right) channels of annihilation. The yellow and green bands are the 97.5% and 84% containment bands from
the analysis of the individual blank fields.

APPENDIX

A. INDIVIDUAL TEST STATISTICS PROFILES
Fig. A.1 shows the TSmax vs M� profiles for the individual dSphs, with the 97.5% containment bands obtained from

the analysis of the individual blank fields. We see again a suppression of the low-mass TS excesses compared to the
results presented in McDaniel et al. (2024), for both the dSphs profiles and the containment bands. The profiles for
seven dSphs exceed the containment bands in both channels. Of these dSphs, Boötes II, Eridanus II, Reticulum
II and Ursa Minor are bona fide dSphs from the Measured sample, therefore having measured values for the J-factor.
Carina III is in the Benchmark sample, with J-factor evaluated from its photometric properties through Eq. 4.
Crater II and Willman 1 are from the Inclusive sample. While both of these dSphs have a measured value for the
J-factor, Crater II is spatially coincident with a radio source that has no association in the 4FGL-DR4 catalog,
and Willman 1 shows evidence of non-equilibrium dynamics and tidal stripping (Martin et al. 2007). Finally, Canes
Venatici II, also from the Measured sample, only marginally exceeds the containment bands in the ⌧+⌧� channel.

B. SENSITIVITY TO DM SIGNALS
While the choice to restrict the photon selection to higher energies (E > 2 GeV) compared to previous analyses

removes most of the model-to-data discrepancies, it could also affect the sensitivity of the sample to DM signals. To
evaluate this effect, in fig. B.2 we show the containment bands obtained from the analysis of the blank fields in this
work and in McDaniel et al. (2024). We find that the new analysis obtains a comparable sensitivity to McDaniel et al.
(2024) across most of the investigated values of M� in both channels. We observe a small deviation at the lowest values
of M� in the bb̄ channel, where the thermal relic WIMP hypothesis has been largely excluded by previous studies.
Additionally, the containment bands obtained in this analysis are more narrowly distributed around their central value,
across all values of M� in both channels.

Motivation to address this question: There is a persistent hint of an excess towards 
dwarf spheroidal galaxies in Fermi-LAT data.

[A. Circiello et al., ApJ.Lett. 1004 (2026) 2, L33]

The relevant energy range (and target dwarfs) of the excess emission is rather aligned 
with the LAT but additional information from MAGIC observations certainly add 
constraining power when combined jointly.
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Figure 2. Sky distribution of known MW satellites and Local Group dSphs, superimposed to the Fermi-LAT W-ray background (credits: NASA/DOE/Fermi-LAT
Collaboration). All of the targets from Tab. 1 (gray dots) are reported, along with the sources from Tab. 2 (i.e. those passing the first selection cut on distance;
blue triangles) and those objects passing the second selection (availability of good spectral and photometric data; green squares). The optimal targets (red stars)
are highlighted with symbols of increasing size, proportional to the value of their log �ann (< 0.1� ) (see Tab. A4).

The validity of the WIMP freeze-out scenario relies upon the as-
sumption of explaining the observed DM abundance at present day
through an (inverse) annihilation process (Srednicki et al. 1988; Gon-
dolo & Gelmini 1991); nevertheless, here we test both the WIMP
annihilation and decay possibilities. Furthermore, since each DM
model has its W-ray spectrum defined by Eq. 2, the overall spectral
shape of the annihilation (decay) signal is determined by the branch-
ing ratios BR8 (decaying amplitudes �8) to the specific SM channels.
In principle, to cast a limit on such models one should know all BR8

(or �8) together with the W-ray yields for each channel. Knowing all
BR8 requires a complete modeling of the DM particle interactions,
which is in general useful only if a specific DM particle rather than
a class are searched for; it is therefore convenient, and has become
a practice in the field, to use a ‘benchmark’ approach in which one
selectively sets BR8 = 1 for the 8-th channel and zero for all other
channels (or � 9 = 0 for all channels 9 < 8 in the case of DM decay).

Widely used spectra in the literature are those corresponding to
DM annihilation (or decay) into the 11̄, ,+

,
� , g+g� , and `

+
`
�

channels; we display some of the corresponding photon yields for
the annihilating DM case for a DM particle of 0.5, 5, 50 TeV mass
in Fig. 1. Changes in the WIMP mass introduce small modifications
in the spectral shape of the resulting DM photon yield, although
this may not be general. Two of the spectra plausibly bracket the
uncertainty on the true annihilation: the 11̄ spectrum is a proto-
type of a soft DM spectrum that peaks at ⇢W ⇠ <DM/20, while the

g
+
g
� spectrum is a prototype of a hard DM spectrum which peaks

at ⇢W ⇠ <DM/3. Some other spectra are shown in Fig. 1 for com-
parison. PPPC provides such W-ray spectra for a large set of DM
masses. Similar considerations hold for the decaying DM case where
the cut-off happens at <DM/2 but the spectral shape is preserved.

2.2 Modeling of the astrophysical factor and selection of the
optimal dSphs

The procedure for estimating the DM astrophysical factor of a dSph
has an ample literature. Different methods and assumptions lead to
mild incompatibilities (in most cases) or vigorous ones for some
debated targets. This computation becomes particularly relevant for
the case of CTAO which, as opposed to other wide-field of view
(FoV) instruments, will only be able point to a selection of dSphs for
deep observations, very likely starting with those with the highest –
and possibly most accurately determined – predicted values of the
astrophysical factor. Considering the relevance of the astrophysical
factor for the computation of detection limits of W-ray signals from
DM annihilation or decay (see Eq. 2), we provide our own estimates
based on a consistent treatment of all the dSphs considered here.

Previous attempts to compute the astrophysical factor for large
samples of dSphs can be found in the literature (Evans et al. 2004;
Bonnivard et al. 2015c; Geringer-Sameth et al. 2015; Martinez 2015;
Hayashi et al. 2016). In these works, the authors adopted a variety of
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